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Abstract. We have been discussing data sharing among autonomous
independent sites in the distributed system to meet various demands
for application. Among them the need for collaborative data sharing
has attracted attention in many fields where not only the owner of the
original data but the receiver can update that shared data. The BCDS
Agent is a new building unit for configuring such systems with scalability
and versatility. It rests on the novel feature of bidirectional programming
which encourages us to take the compositional approach in developing
the distributed system with data consistency.
We present the key issue on designing the BCDS Agent with some examples.

1

Introduction

Consider a simple model of sharing data in a community. Each member of the
community runs an application on its data independently each other while sharing some part of the data with other members. Sharing data between members
goes in such a way that a member provides its data to others who like to receive
it. We assume here that the owner of the shared data should be identified as the
provider and each member who enjoys having that data as the receiver. How to
make the members agree on sharing data is out of the scope here.
We may classify situations in sharing data in this model as follows:
– Data Sharing appears in the case of sharing common data in a way that the
receiver is allowed to read and use the data given by the provider, but is not
to update it. In other words, the shared data may be updated only by the
provider and the updated data may be read by the receiver when necessary.
This may be the simplest situation of data-sharing. Although there seems no
problem in sharing the data simultaneously by multiple receivers, it should
be noted that the receivers need to know the update done by the provider
for sharing the same version of the data.
– Collaborative Data Sharing [12, 11, 13] allows the receiver to update the
shared data provided by the provider, or promotes the provider to ask the
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receiver for updating that data. This could be also considered as a collaborative work by members of the community to achieve the common goal with
each member’s expertise. Such collaborative updating causes us to question
how and when the provider and the receivers share the newest version of
shared data.
A straight implementation of this model would be to use common centralized
data store for the community. Every member of the community runs on the
process of a separated machine and places its data on this store. The provider
of the data allows receivers to access its data for sharing. And the receiver may
access the shared data only in the read-only mode for the Data Sharing, while
it does in the read-write mode for the Collaborative Data Sharing.

Distributed Data Store

Centralized Data Store
Access to
Own Data
Read-Write
Access to
Shared Data

Member’s Site

Read-Only
Access to
Shared Data

Member’s Site

Fig. 1. Collaborative Data Sharing in Centralized and Distributed Data Store

The story is somewhat different if the members do not use such a centralized
store. Most of the recent data-centric system assume uncentralized distributed
configuration. Every member of the community keeps its data inside a site connected by a network. Putting aside for now how to identify shared part of the
data in a site, consider first the communication between members’ sites. The
provider should be always ready to send the shared data through network connection upon request from the receivers and the receivers need to make the
separate copy of the data within their sites. Since the provider application may
update the data on its site, it notifies this to the receivers whenever an update
occurs. Each receiver should be aware of the update to make a new copy of the
data replacing for the old one on its site. This holds both for the Data Sharing
and for the Collaborative Data Sharing. And more than that for the Collaborative Data Sharing. When one of the receivers updates the shared data sent
by the provider, it should put the update back to the provider. And when the
provider notices being notified by the receiver, it reflects the update on its site
and proceeds as in the case of the update by the provider’s application.
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As shown above, we have to manage the copy of the shared data for the distributed sites for members. Each site has the functionality of running processes
for its application and for receiving and sending messages through the network,
and it contains its proper data and keeps the copy of the shared data in itself.
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In the distributed system consisting of separate sites for members of the community, we need to seek how to specify the data to be shared and how to make
its copy inside of each site. And we should keep the copy of the shared data be
consistent when some of the members update it.
We could apply the bidirectional programming [25] to settling these issues.
2.1

Updatable View Processing

Extracting the shared data as a target view from the provider’s source data could
be expressed by a query of the database something like
CREATE view AS SELECT columns FROM source WHERE conditions
Although this meets our need for the Data Sharing case, we sould have another
device for the Collaborative Data Sharing to make the view updatable for putting
the update on the extracted view back to the source database. The view-updating
problem of how to reflect the update on the view in the source has been discussed
for a long time both in the database community [2, 18, 3, 14, 7, 16, 23] and in the
bidirectional transformation community [20, 5, 22, 25, 27].
Not the perfect but a promising solution to this problem of the updatable
view processing would be to apply the technique of the bidirectional transformation [10] to the database.
2.2

Bidirectional Program for Collaborative Data Sharing

We often encounter the task of maintaining persistent structured data in general
through a user view consisting of partial information extracted from the source.
Replacement of data items in the source, insertion of new data items and deletion
of existent entries are considered typical maintenance operations through the
view. This is the case of view-updating for the updatable view.
Synchronization of bookmarks of Web browsers are an example of another
kind. Here, the source and the target comprise a pair of structured data to be
kept consistent. Although the source and the target of synchronization might be
updated symmetrically, the process of updating as Collaborative Data Sharing
turn out to be asymmetric since the provider owns the source data and the
receiver disowns the original data but refers to the target view. Of course, such
synchronization could be realized as a special case of asymmetric one or using
an additional route for sharing the data in the opposite direction.
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Tracing Bidirectional Program The forward transformation gets the target
view from the source data and the backward transformation puts the updated
target view onto the source. As described above, the forward and backward
transformations are inherently asymmetric while they are related to each other.
As such, the forward and backward transformations comprise a bidirectional
transformation between the source and the target. And the backward transformation requires the source data as well as the update view since the view in
general may not convey the complete information on the source.
Our approach to the bidirectional transformation here is so-called getbased . There is another one of putback-based in which we take the backward
transformation first and then find the forward transformation corresponding to
it [4, 15]. Although the putback-based approach possesses a nice property not
found in the get-based approach, we do not use it because we have difficulties in
compositional construction of the bidirectional program.
Suppose we are about to write a data-sharing program for the provider of the
Collaborative Data Sharing. Consider the case with a single receiver for now.
The provider takes a database as input and produces an updatable view
through which the receiver may put operations for collaborative work. This code
is accompanied by another one to be performed after the update by the receiver
to carry it back to the database. Of course, both code are closely related to each
other and hopefully are encapsulated in a single bidirectional program.
A bidirectional program for the provider
– takes persistent source data as input,
– produces a target consisting of some part of the source,
– accepts updating operations on the target, and
– brings the change back to reflect it on the source.
As described above, the second and the fourth processes depend solely on the
shared data and might be defined by a bidirectional transformation consisting
of a pair of functions.
We could get the updatable target view in T ar with a forward function
get from the source Src and make the source updated in Src with a backward
function put from the target T ar. As described above, put takes the source as
well as the target.
Hence, the bidirectional transformation defined by a forward function get
and a backward function put with signature as
get :: Src → T ar
put :: Src → T ar → Src
Note that we use a curried function for put instead of an uncurried one of type
Src × T ar → Src for the sake of notational brevity.
The third component of the bidirectional program for the provider is an
operation by the receiver. It could be expressed as a function u :: T ar → T ar
over the target.
Thus, a bidirectional program p for the provider runs with the source s :: Src
and the sequence of operations us::[T ar → T ar] on the target to produce a
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Fig. 2. Bidirectional Transformation and Trace of Bidirectional Program

sequence of successive states of the source updated by us. Here, [a] stands for
the type of the sequence (or list) of a.
p :: Src → [T ar → T ar] → [Src]
p s (u : us) = s : p( put s(u ( get s) ) ) us
The program p takes the initial source s0 and the sequence of the successive
updates u0 : u1 : u2 : · · · on the target to make the trace of the source s0 : s1 :
s2 : · · ·. Here, si+1 is the result of the update ui applied to the view produced
from si .
We should say thet this corresponds to the observation of the provider’s data
updated by the receiver’s operation.
Concurrent Update of Multiple Views So far, we have considered a bidirectional program for the provider with a single receiver. But, how should we
handle the update by multiple receivers?
Consider the case with another target view from the same source. We may
have another bidirectional program p! similar to our previous one:
get’ :: Src → T ar!
put’ :: Src → T ar! → Src
p! :: Src → [T ar! → T ar! ] → [Src]
p! s (u! : us! ) = s : p! ( put’ s(u! ( get’ s ) ) ) us!
Although there would be no problem if p! runs during the program p does
not, what happens if both of p and p! run concurrently for the same source s?
For multiple-update in the practical context we need to make p and p! run
on a different thread each and access the source s in a mutually exclusive way.
And an expected sequence of the source s would be something like
s0 : s1 : s!2 : s3 : s!4 : s!5 : · · ·
where si is the result of update operation ui and s!j is of that of u!j .
We should not be optimistic in merging the two sequences into the final result,
but be aware of the concurrency in execution of p and p! . Having the source s∗
at some time, either of p or p! will recurse by putting the update back to the
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source depending on which of the updates uk or u!k is applied earlier than the
other in the race. And more importantly, it should be noted that if uk wins the
race and the new source becomes sk = put s∗ (uk (get s∗ )) then sk needs to be
given to p! instead of s!k . This is because p! computes s!k = put! s∗ (u!k (get! s∗ ))
in parallel with p but loses the race and p! must recurse with sk for the next
round.
Thus we should consider not only the transformation of data but the update
event caused by concurrent operations.
How can we ensure that the distributed system for Collaborative Data Sharing maintains the consistency of data update by its component sites? To answer
this, we will develop a concrete constructive model for coping with this and implementing the bidirectional program for Bidirectional Collaborative Data Sharing (BCDS).

3

Bidirectional Function for Bidirectional Programming

What we have learnt from Functional Programming are
– Taking function as a first-class object releases us from representing algorithms by stepwise execution for expected effects.
– Constructing larger programs from smaller ones by simple combinators.
– Capturing common patterns by higher-order function make programs structured and promotes us to reuse existent ones.
All that we have learned from Functional Programming would be worth a lot
of what we want for Bidirectional Programming. In the following, we will take an
approach to design our BCDS architecture by following the successful functional
settings.
As we have seen in the construction of the bidirectional program for the
provider, the bidirectional transformation make great good for Collaborative
Data Sharing. More than that, many issues both in view-updating and in synchronization have been expressed successfully in terms of bidirectional semantics.
Of course, each transformation should satisfy certain properties of bidirectionality for practical use.
Before going into the bidirectionality, we introduce a simple device for ease of
discussion. Although we may express the bidirectional transformation in terms
of generic functions get and put described above, we will use the bidirectional
function [25] instead.
3.1

Bidirectional Function

The bidirectional function encapsulates both the forward and backward functions
in a single function which takes a source to produce a structure1 #·, ·$ composed
1

We use here !a, b" for an shorthand notation of an algebraic data BX a b defined by
constructor BX in Haskell.

Bidirectional Collaborative Data Sharing

7

of a target view and the associated backward function. Note that the second
element of this construction is the function. Such a usage of the function as a
first-class object comes from a principle of Functional Programming.
Let xf be a bidirectional function
xf :: Src → #T ar, T ar → Src$.
Given a source s, xf produces #t, xf ! $ where t = get s and xf ! = put s for a
particular bidirectional functions get and put.

Src
s

xf = get s

Bidirectional
Function xf
xf’ = put s

〈Tar, Tar→Src〉
〈t, xf’〉
= xf s

Note:
The name of the Bidirectional
Function is overloaded with its
Forward Function

Fig. 3. Bidirectional Function

For example, consider a bidirectional function xf st which takes a pair (x, y) ∈
Src and gives the first element of the pair as the target. And the backward
function xf st! takes the updated value t! to reflect the change in the target back
to the first element of the pair2
xf st :: (a, b) → #a, a → (a, b)$
xf st (x, y)
= #x, λt! .(t! , y)$
We sometimes use xf for the forward function get defined by the bidirectional
function xf ; this overloaded function name xf would be easily recognized from
the context.
3.2

Bidirectionality

Several properties of bidirectionality have been proposed for characterizing the
bidirectionaltransformation under consideration. In [19, 8], the properties of GETPUT and PUT-GET are proposed as fundamental ones. Here, “GET” and “PUT”
correspond to our functions get and put for the bidirectional transformation or
xf and xf ! of the bidirectional function.
2

We write the set of pairs of A and B as (A, B) throughout this paper instead of
A × B. And we use the type name with lowercase letters to denote the polymorphic
type as (a, b). And we use the lambda notation λx.(x, y) to denote the anonymous
function. This function is one with name f define as f where f x = (x, y).
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Round-Tripping Property The round-tripping property says that the data
remains unchanged through the trip to and from the source and the target by
get and put.
GET-PUT Property For any s ∈ Src,

put s (get s) = s or
xf ! t = s where #t, xf ! $ = xf s holds.

PUT-GET Property For any s ∈ Src and t ∈ T ar,
get (put s t) = t or
#t, xf ! $ = xf (xf ! t) holds.

The property GET-PUT is the most fundamental property of the bidirectional
transformation. And as such any bidirectional transformation must satisfy the
GET-PUT condition: the source remains unchanged unless the update is is made
on the target.
We might consider that the PUT-GET property is also common to most of
the bidirectional transformation. In fact, this clarifies whether get and put are
well-defined or not. We can easily confirm that xf st above satisfies the properties
GET-PUT and PUT-GET.
Partialness of Backward Function However, we may consider a kind of bidirectional functions that do not satisfy PUT-GET. Take an example bidirectional
function xmin that takes a pair of integers and gives the minimum of the pair.
xmin :: (Int, Int) → #Int, Int → (Int, Int)$
xmin (x, y)
= #x, λt! . if t! ≤ y then (t! , y) else ⊥$, if x ≤ y
= #y, λt! . if t! ≤ x then (x, t! ) else ⊥$, otherwise
It is straightforward about the property GET-PUT, but not about PUT-GET.
When s = (2, 5) is given to xmin, we get #2, λt! . if t! ≤ 5 then (t! , 5) else ⊥$
as the result. If the target value 2 is updated by t! = 3 then the source becomes
s! = (3, 5) and xmin (3, 5) = #3, λt! .(t! , 5)$. Thus the property PUT-GET holds
for this case. However, it does not in the case of the target value updated if the
target value is updated as t! = 7 since the backward function fails to put it back
to the source, or gives the undefined value ⊥.
Although the property PUT-GET may prescribe a criterion for the bidirectional transformation to behave appropriately in most cases, we must be careful
to deal with such a situation. This is because of the partialness of the backward
function.
Another bidirectional function for demonstration of the partial function appearing in the backward transformation is xdup for making a duplicate pair as
the target from the source [21, 20].
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xdup :: a → #(a, a), (a, a) → a$
xdup x
= #(x, x), xdup! $ where
xdup! (t! , t!! ) = t! , if t!! = x
xdup! (t! , t!! ) = t!! , if t! = x
xdup! (t! , t!! ) = ⊥, otherwise
Here, xdup requires that either one of the elements can be updated, not the
both as expressed by the undefined value ⊥.
We could point it out as another issue of the bidirectionality that the bidirectional function xdup does not satisfy the PUT-GET property while it would
be meaningful enough and significant for practical use.
We need, therefore, a looser or less strict one for some functions.
PUT-GET-PUT Property For the updated source s! = put s t! where t! is the
updated target of t = get s for any s ∈ Src, the GET-PUT property holds.
That is, s! = put s! (get s! ) holds.
It is easy to verify that PUT-GET implies PUT-GET-PUT.
We could say that xdup has an accepted meaning of duplication as such and
its bidirectionality is to satisfy the GET-PUT and PUT-GET-PUT properties [10].
Effectless Update As we have seen above, there may be the case of undefined
in the backward function meaning the backward function being partial in general,
i.e., it may not give value in Src for some value in T ar.
However, we could make the backward function total by extending it to give
an artificial value instead of ⊥. To be more concrete, we replace ⊥ with x for
t! (= x and t!! (= x in the above definition. This corresponds to making the update
on the target be effectless to keep the source unchanged.
We also find such effectless update in the definition of xmin above. The
backward function xmin! has been already defined as a partial function
xmin! t! = if t! ≤ y then (t! , y) else ⊥
for the case x ≤ y. But, we may have had defined it as a total function as
xmin! t! = if t! ≤ y then (t! , y) else (x, y).

We may give another example by trying to define a bidirectional function
xdouble that produces the double of the argument. A similar situation appears
in defining the backward function xdouble! applied to odd numbers.
We should note that the effectless update makes the read-only Data Sharing
merged into the general Collaborative Data Sharing only of read-write mode.
And the effectless update will use the part in considering the process of successive updates as we have observed the trace of the source above. The backward
function in the BCDS system prints the message for the user to recognize the
reason why the effectless update occurs along with continuing the process.
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Bidirectional Functional Composition

We could construct a new bidirectional function from bidirectional functions
using combinators. The combinator here is a kind of bidirectional higer-order
functions which take functions as arguments. Constructing larger programs from
smaller ones by combinators is a characteristic feature of Functional Programming.
We define here some basic combinators for Bidirectional Programming [25]
which we will use for composing a new bidirectional function from bidirectional
functions. These combinators can be used repeatedly to dealing with multiple
functions.
The function composed with these combinators should satisfy the bidirectionality for it to be bidirectional. In some cases, the composed function may
satisfy the strict PUT-GET property for its constituent functions with the same
property. But our combinators are more liberal in their bidirectionality.
We assume that xf and xg satisfy the bidirectionality with the properties
GET-PUT and PUT-GET-PUT throughout this section.
Bidirectional Sequential Composition When we write a bidirectional program, we first write a usual (unidirectional) program using ordinary functions
and then make it bidirectional by defining bidirectional functions each corresponding to the unidirectional ones.
The Sequential Composition of bidirectional functions is the most fundamental mechanism for constructing programs from primitive ones as the usual functional composition f · g. We should note that xf <->xg applies forward xf to the
argument and then xg to the result while f · g does f after g.
Sequential Composition xf <->xg
xf :: A → #B, B → A$
xg :: B → #C, C → B$
xf <->xg :: A → #C, C → A$
(xf <->xg) a = #c, xf ! · xg ! $ where
#b, xf ! $ = xf a
#c, xg ! $ = xg b
where f · g shows the (usual) functional composition (f · g) x = f (g x).

A

xf

B

xg

C

A

xf<->xg

C

Fig. 4. Bidirectional Sequential Composition
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xSelect columns <-> xW here conditions
where xSelect and xW here are bidirectional counterparts corresponding to the
unidirectional query
SELECT columns FROM source WHERE conditions
Also, we may recognize that Sequential Composition appears between the
sites of the BCDS system. A site P makes a view data from its source by xf for
sharing with a site Q, and then Q receives it as (part of) its data and produces
a view in turn by xg for another site R for sharing. Here, Q works both as the
provider and the receiver and P and R can share data in the BCDS manner
through Q.
We should note that Sequential Composition is transitive, that is,
(xf <->xg) and (xg<->xh) implies (xf <->xh).
The fact that Sequential Composition keeps the bidirectionality of GET-PUT
and PUT-GET properties and it also has the transitivity property guarantees the
consistency of the shared data among the related sites in the BCDS system.
Bidirectional Split Composition We need to use Split Composition to make
multiple target views from the source3 .
Split Composition xf <^>xg
xf :: A → #B, B → A$
xg :: A → #C, C → A$
xf <^>xg :: A → #(B, C), (B, C) → A$
(xf <^>xg) a = #(b, c), xh! $ where
#b, xf ! $ = xf a
#c, xg ! $ = xg a
xh! (b! , c! )
= xf ! b! , if c = c!
= xg ! c! , if b = b!
= ⊥, otherwise
The backward function xh! in the definition of xf <^>xg is somewhat tricky.
This is very similar to the bidirectional function xdup in the previous Section.
Given the updated value (b! , c! ), the backward function xh! decides which element
of the pair has been updated by comparing b! with a and c! with a. We should
note that the definition above tells us that Split Composition leads to an effectless
update when both of b! and c! have been updated simultaneously.
Consider the case that the source data A and the target data B, C are
structured and B and C are dependent each other. For example, b ∈ B and
c ∈ C have elements from the common element of a ∈ A. This is because that
if b is updated to b! and c remains the same, i.e., c = c! , then the source a is
updated to a! = xh! (b! , c! ) = xf ! b! and the next get by xg may not always give
the same value as c while xf gives b! .
3

Split comes from the categorical notion of Cartesian Product with the function !f, g"
or f $ g.
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Fig. 5. Bidirectional Split Composition
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Does xf <^>xg keep the PUT-GET property for xf and xg with the property
C
D
PUT-GET? Clearly,xgit does not.
Thus, Split Composition does not inherit the property PUT-GET of its constituent bidirectional functions, but satisfies the PUT-GET-PUT property.
We could often find Split Composition in the BCDS System. The provider of
the shared data may have multiple target views for the receivers. The BCDS
assumes the structured data for the source and the target and hence the bidirectional function xh = xf <^>xg composed with xf and xg generally have the
PUT-GET-PUT property, but does not PUT-GET.
Here, note again that Split Composition assumes that only one of the target
views is allowed to be updated for the effective update. The receivers of the BCDS
System run and make possible updates independently each other. And therefore
avoiding their simultaneous updates could be attributed to the exclusive access
to the target views by the provider.
We should take care about the PUT-GET-PUT property in evalutating the
bidirectional program for the provider to make the target views consistent. This
is because that the property requires us to do another get after we have updated
the source by put by one of the receivers.
We will see how to do this in more detail later.
Bidirectional Merge Composition When we have multiple sources and like
to make them united, we may use Merge Composition4 .
Merge Composition xf <+>xg
xf :: A → #C, C → A$
xg :: B → #D, D → B$
xf <+>xg :: (A, B) → #(C, D), (C, D) → (A, B)$
(xf <+>xg) (a, b) = #(c, d), xh! $ where
#c, xf ! $ = xf a
#d, xg ! $ = xg b
xh! (c! , d! ) = (xf ! c! , xg ! d! )
4

Merge corresponds to the categorical notion of Disjoint Sum or Discriminated Union
also called Coproduct and written as f + g. Although this might be defined as Junc
denoted by [f, g] or f % g which is categorically dual to Split, Merge would be more
convenient for us to manipulate concrete data in BCDS.
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Fig. 6. Bidirectional Merge Composition

The composition xf <+>xg keeps the bidirectional property of GET-PUT and
PUT-GET.
In the BCDS system, the receiver gets data from the provider to make it
available to the application. This is a kind of bidirectional transformation from
the shared data as the source to the base data as the target view. The shared
data could be merged into a single data set by Merge Composition xf <+>xg for
xf and xg each for the provider.
Another possibility of data sharing by the receiver may be to use the bidirectional transformation in the opposite direction. The Dejima architecture [1]
adopts this. However, this lacks the fundamental compositional property of bidirectional transformation between the provider and the receiver. We may have
difficulties to reason about semantics of shared data such as the ownership or
the accessibility in this scheme.

4

BCDS Agent

In the general settings of Bidirectional Collaborative Data Sharing each participating site may work both as a provider supplying data to the others and as a
receiver accessing data from others. Hence we had better to construct an agent
model called BCDS Agent possessing both the functions of provider and receiver
with its proper application.
The BCDS Agent has its base data BData for its application and data ports
for communication with other Agents. The data port is either an IPort for incoming data or an OPort for outgoing data. As the provider, the BCDS Agent
transforms data of BData into view data each of which is to be sent to the receiver through the corresponding OPort. And as the receiver, it accepts data sent
from the provider with IPort to merge them into BData.
In the BCDS Agent, the application program and the bidirectional programs
for provider and for receiver run concurrently on separate threads of a machine
with exclusive access to the base data BData.
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BData
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OPort

Application

Fig. 7. BCDS Agent consisting of BData, IPorts, OPorts, and Application
BCDS Agent consisting of BData, IPorts, Ports and Application

4.1

Bidirectional Program for BCDS Agent

We are now ready to develop bidirectional programs for the BCDS Agent by composing bidirectional functions with bidirectional combinators. Each bidirectional
function depends on the user’s intention in sharing data with other Agents.
P

OPort_Q
xf

Q

IPort_P

BData

xh

Fig. 8. Bidirectional Collaborative Data Sharing between Agents

Bidirectional Collaborative Data Sharing between Agents

Consider a case of data sharing. If a BCDS Agent P asks other BCDS Agent
Q to use some part of its data for collaborative work, P produces a target view
data using a bidirectional function xf and puts it on OPortQ . Then Q receives
the data through IPortP connected to OPortQ of P to transforms it using a
bidirectional function xh into part of BData using a bidirectional function. The
application of Q can access the shared data merged into its BData.
Another story is here. If a BCDS Agent Q wants to share data owned by
other BCDS Agent P , Q prepares IPortP to asks P to provide the data for Q.
When P accepts such a request from Q it defines a bidirectional function xf
and prepare OPortQ to make a connection with IPortP . The Agent Q receives
the shared data provided by P and merges it into its BData using a bidirectional
function xh.
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In both cases above, bidirectional functions xf and xh should be defined
respectively by P and Q according to the Agent’s policy for data management.
Although the BCDS Agent may disclose these bidirectional functions of its own,
it is possible to hide them inside the Agent for it to gurantee security and ensure
privacy.
Bidirectional Provider Program As mentioned in the previous Section, we
could construct multiple target views for OPorts from BData by Split Composition
of bidirectional functions as far as only the one of the target views may be
updated.
Given bidirectional functions xf and xg, xf <^>xg tells us that this composed
bidirectional function must satisfy the PUT-GET-PUT property for keeping the
consistency of the source and the target views.
Hence the bidirectional program should evaluate xf and xg by applying them
to the updated BData. As a matter of fact, either one of them may be discharged
from this process because the wiew that caused this update is already consistent
with the updated source due to the PUT-GET property of xf or xg.
It is straightforward to extend this to the BCDS Agent with multiple target
in general.
Such need for additional application of the forward function plays a significant part in the update propagation for our Bidirectional Collaborative Data
Sharing.

BCDS Agent as Provider
BData

Application

BCDS Agent as Receiver

xf

xh

xg

xk
OPort

IPort

BData

Application

as Provider
Receiver
Fig. 9. BCDS
BCDSAgent
Programs
for and
Provider
And Receiver

Bidirectional Receiver Program We might consider that the receiver is the
dual to the provider. It is true in a sense, but the construction of the bidirectional
program for the receiver could not be done only by exchanging the source and
the target of the bidirectional function.
Rather than doing such, we could write the bidirectional program using Merge
Composition from multiple sources IPorts to a single target BData. Strictly speak-
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ing, BData originally consists of the base data or the local database and the
shared data is added to the base data to make a new BData.
Since the target BData is the data set constructed as the discriminated union
of the target data produced from the multiple source data, we can manage to
put the update on BData back to IPorts with corresponding backward functions
by necessity.
4.2

BCDS System Configured with BCDS Agent

We could build distributed Peer-to-Peer (P2P) systems for Bidirectional Collaborative Data Sharing by connecting the BCDS Agent with the network. The
member of collaborative work resides in a BCDS Agent with a particular application and persistent local data.
The connection between Peers should be duplex and transparent to each other
and bridges an IPort of a Peer and an OPort of the other. Hence we may recognize that the configuration of the system forms a directed graph structure. It
may be cyclic. In this case, we need to care about circular access to the shared
data, but we can detect and manage well because our BCDS model presupposes
the ownership of the shared data and the provider sends the data to the receiver
through the connection. Although the connection is duplex in that communication is bidirectional, the provider always sends the data from its OPort to the
IPort of the receiver and it accepts the updated data in the opposite direction.
Thus we do not need any provenance analysis more than identification of the
ownership for detecting the self-referential data sharing [13].
We take this also in considering the propagation of updates in the BCDS
system.
4.3

Update Propagation in BCDS System

In each BCDS Agent, we should maintain BData, IPort data and OPort data to
be consistent with each other whenever any change occurs. And then we have
to extend this to the BCDS System for putting forward the claim of the total
consistency of the shared data.
Consider first how the application, the receiver programs and the provider
program manage updates on BData, IPort or OPort inside of the BCDS Agent.
Update by Application on BData The application of the BCDS Agent uses
merely BData to do something expected. It may update its proper data such
as persistent database and the shared data provided by external Agents. The
Agent has to force the provider program to apply the forward function for
every OPort and the receiver program to do the backward function for every
IPort.
Update on IPort When the bidirectional receiver program observes an update
made by an external provider Agent on some IPort, it applies the forward
function to this IPort and then merges the result into BData by replacing the
corresponding part for this IPort of the previous BData. This leads to the

Bidirectional Collaborative Data Sharing

17

update of BData as in the case of the application. The Agent has to make the
provider program applies forward function for every OPort, but do not need
for the receiver program to do anything because it satisfies the GET-PUT
property.
Update on OPort When the bidirectional provider program identifies some update on OPort by an external receiver Agent, it puts the update back by
the backward function to reflect it in BData. Since the provider program
is responsible to maintain the PUT-GET-PUT property between BData and
OPorts, it has to do the forward transformation for every OPort. And it also
force the receiver program to do the backward transformation for every IPort.
These processes after the update of BData are same as in the case by the
application.
In short, the BCDS Agent propagates the update on BData to all the OPorts
whenever it has been updated and to all the IPorts unless it has been updated
through the IPort.
We call the above process update propagation. The update propagation inside
of the Agent proceeds more to other BCDS Agents connected by the network. As
shown in Fig.8 we could extend the update propagation between BCDS Agents
P and Q through the connection between corresponding OPort and IPort.
Here we could find that Sequential Composition supports the update propagation between BCDS Agents with keeping the bidirectionality and the transitivity.
And therefore we could conclude that the update propagation through Sequential
Composition realizes the consistency of the shared data between BCDS Agents
and over the whole BCDS system consisting of BCDS Agents connected by the
network.
Although the above description of the process for the update on the OPort
is self-contained in itself, we should note that the provider program had better
taking an additional step before it forces the forward transformation to revise
the OPort.

BData

② Propagation through OPort
②

③ Propagation through IPort
①
① Update on OPort

Fig. 10. Update Propagation

Effectless Update in Propagation The receiver Agent does not have full
information about the updating policy of the provider Agent of the shared data.
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So the receiver Agent may make an effectless update for the provider to dismiss
it according its policy.
Of course the provider program knows about the backward function integrating the policy for the OPort of its concern and it may check whether the update
is effective or not.
In the latter case, i.e., the update is an effectless one and the source BData
remains unchanged even if this backward transformation is performed.
This tells us that the next process of forcing the forward transformation for
OPort and the backward transformation for IPort turns out to be needless. Hence
we may stop here before propagating the effectless update and instead do the
forward transformation to that OPort for recovering the target view to satisfy
the GET-PUT property.
This strategy will help us to optimize the update propagation in the distributed BCDS Agents.
4.4

Concurrency Management of BCDS Agent

We have seen above the BCDS Agent is considered as the basic unit for constructing the system for the Bidirectional Collaborative Data Sharing. It has the
programmable feature of the application with the bidirectional provider program
and the bidirectional receiver program and this enables us to build various data
sharing systems.
If we set aside concurrency in the execution of programs of BCDS Agents,
we are satisfied that the BCDS Agent provides and receives the shared data
automatically with possible updates being appropriately reflected in the source
through update propagation.
And more importantly, the BCDS Agent model guarantees the consistency of
the shared data upon update employing the bidirectionality of the bidirectional
programs constructed with constituent bidirectional functions and the bidirectional combinators.

・・・
Consistency by Sequential Composition

Consistency
by Split Composition

Consistency
by Merge Composition

Fig. 11. Consistency of BCDS System

Concurrency in BCDS System We should make the consistency shown above
hold also for the distributed system consisting of the BCDS Agent.
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We could observe that the concurrency appears at several places in the BCDS
System. By nature, the BCDS Agent programs external to the BCDS Agent
concerned run concurrently in the BCDS System. But if we concentrate our
angle to the BCDS Agent internal, we find
– The application, the bidirectional receiver program and the bidirectional
provider program run concurrently inside of the BCDS Agent.
– The communication between the BCDS Agents connected by the network
takes place concurrently with the programs.
We could solve the concurrency problem inherent to the programs by the
standard device for mutual exclusion of the shared resource, i.e., BData in our
case.
– The application is allowed to access BData at any time.
– The receiver program gets access to BData for merging the data on IPorts
into it when new data arrives at some IPort from the provider Agents. And
it uses BData for returning the update by the application or the provider
program to the provider Agents.
– The provider program acquires the right to put the update back to BData
and consecutively distribute the updated view from the updated BData to
the OPorts and same when the update comes from the application or one of
the receiver Agents.
To implement this kind of mutual exclusion we are free to choose one convenient for our purpose. The Software Transactional Memory (STM) is our choice
in the BCDS Agent implementation (See Section 5).
The concurrency problem in the communication specific to the distributed
system is another kind. One of the simplest solutions would be to integrate all
the data ports into a single channel to exchange messages in the multiplex mode
and block off the communication by locking the channel when necessary.
If we have had implemented the BCDS System in such a way, blocking the
communication of some BCDS Agent may cause stalls of other connected BCDS
Agents because they cannot send and receive messages until unlocked. We would
like to execute the application code autonomously with no regard to others and
send and receive messages speculatively in the hope of making effective update
for the shared data. This strategy would be appropriate to build the dynamically
configurable distributed system with the P2P network.
We propose here a simple but versatile mechanism for managing the concurrency of the distributed system.
BCDS Agent Internals Every arrow in the diagram of Fig.12 is a “road” on
which information goes to and fro.
– The application accesses BData through the thin arrow.
– IPort communicates with BData by the bidirectional transformation arrow.
– OPort communicates with BData by the bidirectional transformation arrow.
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IPort
Server

BData
Server

OPort
Server

Application

Fig. 12. Internal Server of BCDS Agent

– IPort and OPort between BCDS Agents communicates with corresponding
OPort and IPort of other BCDS Agents by fat arrows.
The internal BData Server processes all the updates for BData to serve IPorts
and OPorts with the newest data. In fact, contents of IPorts and OPorts are
virtual in that they are transient views on the way of the process for BData to
become newest.
Among components which may modify BData, only the application implements the Agent s will and the bidirectional provider program and the bidirectional receiver program work to collaborate with other Agents.
The BData Server accepts requests from IPorts and OPorts with full information at a time to make BData become the newest contents by updating BData
in the mutually exclusive way. These requests are lined in a FIFO queue to be
processed serially one by one.
Also the IPort Server and the OPort Server manage a FIFO queue each for
IPort or OPort for serializing messages sent from other Agents to pass them to
the BData Server and send messages from the BData Server to other Agents.
Updating the view of IPort and OPort is performed immediately in the mutually
exclusive way.
Thus the message handling of the BCDS Agent is very simple and easy to
use in collaborative data sharing applications.
Looking into some details, we should note that the BData-, IPort- and OPortServers are clever enough to check the effectless update to stop the update propagation before it goes far beyond the necessity.
To do this, we attach the version number of BData to the shared data sent
through OPorts. The version number is incremented when BData is updated. And
the receiver Agent returns the update through IPort with the version number
sent from the provider. When the BData Server of the BCDS Agent accepts the
request for update from the OPort Server, it checks the version number of the
current BData and that of the updated OPort view to determine the effectiveness
of the update. If the version numbers are same, this update is effective because
the update has been made from the OPort view of the current BData. If not, the
update is effectless and should be dismissed.
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Since the BCDS Agent does not require any locking mechanism except for
the mutual exclusion controlled by the internal servers, the application program
takes no care about other BCDS Agents and speculatively executes its code. The
update performed this way may happen to be effectless and dismissed by other
Agents.
The BData Server dismisses messages sent through OPorts if BData has been
updated by the time before the message is to be processed. The message comes
from the IPort Server and the application is, however, always processed to make
BData newest. From the viewpoint of the update propagation, the forward propagation always succeeds, but the backward does not.

5

Implementation of BCDS Agent

We have developed the BCDS Agent software package in July 2019. The package
consists of executable code of the BCDS Agent and several examples. The code
is written in Haskell using libraries for concurrent programming and database
access. The BCDS Agent program works on Mac OS X and Windows OS without
any particular software.
We could build the BCDS System with an arbitrary number of sites connected
by the TCP/IP network. Each site may contain multiple BCDS Agents to make
functionally independent units into one.
The system allows BCDS Agents to join the existent system at any time and
any Agent in the system to terminate its function and leave at any time. Thus
the system is scalable and dynamically configurable.
BCDS Agent (Ver.2) was developed under Mac OS X 10.14.5 and tested on
other recent versions of Mac OS X and on Windows 10. The current software
uses a character-based user interface rather than a graphical one adopted in the
previous version. This makes the software portable.
This version of the BCDS software provides basic bidirectional functions for
SQL database. And we write the application on the BCDS Agent in SQL. The
SQL code is executed through the HDBC library.
We use a concise language to specify the shared data and the connections
with other Agents as the configuration. We can start the Agent by giving the
configuration file for the Agent on the terminal (command line) application. The
configuration file is a text file describing the specification and the code for the
application is written in SQL.
The base data BData of the Agent of this version uses the SQLite database
and we may use external browsers like DB Browser for SQLite to maintain the
database.
Example: CDSS in Orchestra We developed a BCDS system same as the
CDSS system used in explanation of the Orchestra in [13].
The correspondence between them is straightforward as shown in Fig. 13.
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From ‘Orchestra’ Paper of ACM TODS 38(3), 2013
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Fig. 13. Orchestra CDSS configured with BCDS Agents

Example: Dejima Synchronizer In the Dejima architecture [1] shared data is
supposed to be synchronized between the Dejima Tables prepared in each Peer.
The Dejima Table is a view obtained from the Base Table by the forward transformation of the bidirectional transformation. Synchronization between Dejima
Tables of Peers is not a part of transformation between the Base Tables of the
Peers but is performed by the system itself. In other words, it is beyond our
control.

Base

Dejima

Table

Table

Application

OPort

Synchronization by Dejima

IPort

Peer 1

Dejima

Base

Table

Table

OPort

Peer 2

Application

Sync
Dejima

Fig. 14. Dejima Synchronizer with BCDS Agent

7

We can build a Dejima synchronizer ‘Sync’ with the BCDS Agent (Fig. 14).
Our Sync application can afford to carry out Peers’ policy on synchronization.
Thus we can realize the separation of the transformation and the synchronization
between collaborative Peers.

Example: Collaborative Taxi Dispatching System We plan to build a taxi
dispatching by observing the followings.
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– Dispatching Centers are founded by Taxi Companies to dispatch an available
taxi near to the customer efficiently by collaboration.
– Taxi Companies have information on drivers, vehicles and their policies on
workload and cruising areas of the driver, etc. Taxi Companies do not expose
information on drivers to Dispatching Center and other companies. And they
have their GPS-based location managers for tracing taxi location.
– Customer Service receives customer’s request for booking and allocation online and sends the customer ID and the location to the Dispatching Centers
for dispatch.
– When Dispatching Center allocates a vehicle, Customer Service sends its ID
back to the customer.
– The customer gets out of the taxi and pays the fee, Customer Service removes
the record of this allocation from the collaborative system, which in turn
makes the occupied vehicle free by the Dispatching Center.
The Collaborative Taxi Dispatching System is built with the BCDS Agent
as shown in Fig. 15.
Taxi Company

Dispatching Center

Company A

Dispatcher X

Customer
Service
Customer X

Customers

Customer Y

Customers

Drivers A

Drivers B

Dispatcher Y

Company B

14

Fig. 15. Collaborative Taxi Dispatching System with BCDS Agent

A snapshot of execution (Fig. 16) shows how each BCDS Agent works for
individual task as described above.

6

Related Work

Bidirectional View-Updating Updating the view to correctly reflect the
modification on the view back to the database is an old problem in the database
community [14].
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Notify DispatchX
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DispatchY

Vehicle has been moved after dispatch
CustomerY

CompanyB

Fig. 16. Snapshot of Collaborative Taxi Dispatching System

In recent years, researchers from different fields recognized that data synchronization is also a kind of view-updating and have developed various techniques
for practical applications. In particular, several approaches from bidirectional
transformation have been proposed in the context of data synchronization [8,
24, 25].
Bidirectional Programming The original motivation of our work on bidirectional programming was to establish a theoretical foundation for presentationoriented editors supporting interactive development of XML documents [26, 9,
17]. One of our goals there was to specify only the forward transformation and
derive the backward transformation automatically for reflecting the update.
Along with this, we have been groping for a clue to construct bidirectional
programs as to do in ordinary functional programming.
Our approach there is to follow close behind the senior brother functional programming. To do this, we invented a simple device for encapsulating
the forward and backward functions in a single bidirectional function [25]. We
can define primitive bidirectional functions and bidirectional higher-order functions by following the definition of ordinary functions. Although we have not
mentioned in this article, we have a set of powerful higher-order bidirectional
functions for Bidirectional Origami Programming corresponding to *-morphisms
for Origami Programming [6].
Since a bidirectional program for the problem should solve the part of computing forward to get some temporary result by applying the forward function,
it inherently has the ordinary function in itself. Hence, we have only to follow af-
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ter developing ordinary programs as the forward counterpart of the bidirectional
ones. This approach has been proved effective in writing bidirectional programs.
Collaborative Data Sharing The most influential work on the Collabolative
Data Sharing would be the Orchestra system [12, 11].
Although the centralized data store is a simple form of Data Sharing for
collaborative work, the system architecture like the Orchestra becomes more
and more recognized significant for the decentralized environment such as P2Pbased system. This is because not only of the huge amount of data but of the
individuality of possessed data by participants’ expertise for collaboration.
The Dejima architecture [1] aims to establish a methodology for Collaborative
Data Sharing to develop distributed systems based on the database technology
with the bidirectional transformation. Our work on the BCDS Agent has been
greatly influenced by Dejima architecture. But our idea of taking the compositional approach in developing the distributed system with data consistency is
distinguishable from their work.
Another difference between the BCDS and the Dejima is related to the basic
design of the system. The BCDS system can be configured dynamically and
changed at the will of participants. This feature cannot be found in the Dejima
architecture.

7

Conclusions

We have presented a novel idea of defining bidirectional functions which comprises bidirectional programs for Collaborative Data Sharing. The bidirectional
programs for providing and receiving shared data are put together with the
application and the local persistent data in a building block called BCDS Agent.
The distributed system built with the BCDS Agent maintains the consistency
of the shared data based on the bidirectionality of these programs. We believe
that our approach is promising in various areas of Collaborative Data Sharing
from distributed personal information to enterprise database systems.
We have described some example BCDS systems built with the BCDS Agent
software developed for the use of examining its applicability in practical fields.
And we believe that we can deploy our BCDS Agent system to wider domains
of Collaborative Data Sharing.
As we have seen above, the current version of the BCDS software provides a
set of basic bidirectional functions for SQL database and uses a concise specification language for the shared data and the connections with other Agents.
We need to study more on this for developing more convenient tools for applications in various areas and for the versatile specification of the configuration
and the connections of the Agent.
Acknowledgements
The author would like to thank to Zhenjiang Hu conducting the project
“Bidirectional Information Systems for Collaborative, Updatable, Interoperable,

26

M. Takeichi

and Trusted Sharing” supported by JSPS Grant-in Aid for Scientific Research
(S) and also to the members of the project for discussion.

References
1. Y. Asano, S. Hidaka, Z. Hu, Y. Ishihara, H. Kato, H. Ko, K. Nakano, M. Onizuka,
Y. Sasaki, T. Shimizu, V. Tran, K. Tsushima, and M. Yoshikawa. Making view
update strategies programmable - toward controlling and sharing distributed data
-. CoRR, abs/1809.10357, 2018.
2. F. Bancilhon and N. Spyratos. Update semantics of relational views. ACM Transactions on Database Systems, 6(4):557–575, 1981.
3. U. Dayal and P. A. Bernstein. On the correct translation of update operations on
relational views. ACM Transactions on Database Systems, 7(3):381–416, 1982.
4. S. Fischer, Z. Hu, and H. Pacheco. A clear picture of lens laws. In MPC, pages
215–223, 2015.
5. J. N. Foster, M. B. Greenwald, J. T. Moore, B. C. Pierce, and A. Schmitt. Combinators for bi-directional tree transformations: a linguistic approach to the view
update problem. In The 32nd ACM SIGPLAN–SIGACT Symposium on Principles
of Programming Languages POPL 2005, 2005.
6. J. Gibbons. Origami programming. The Fun of Programming, pages 148–203,
2003.
7. G. Gottlob, P. Paolini, and R. Zicari. Properties and update semantics of consistent
views. ACM Transactions on Database Systems, 13(4):486–524, 1988.
8. M. B. Greenwald, J. T. Moore, B. C. Pierce, and A. Schmitt. A language for
bi-directional tree transformations. Technical Report MS-CIS-03-08, University of
Pennsylvania, 2003.
9. Z. Hu, K. Emoto, S.-C. Mu, and M. Takeichi. Bidirectionalizing tree tranformations. In Workshop on New Approaches to Software Construction WNASC 2004,
2004.
10. Z. Hu, S.-C. Mu, and M. Takeichi. A programmable editor for developing structured
documents based on bidirectional transformations. In Proceedings of ACM SIGPLAN 2004 Symposium on Partial Evaluation and Program Manipulation, 2004.
11. Z. G. Ives, T. J. Green, G. Karvounarakis, N. E. Taylor, V. Tannen, P. P. Talukdar,
M. Jacob, and F. Pereira. The orchestra collaborative data sharing system. ACM
SIGMOD Record, 37(3):26–32, 2008.
12. Z. G. Ives, N. Khandelwal, A. Kapur, and M. Cakir. ORCHESTRA: rapid, collaborative sharing of dynamic data. In CIDR, pages 107–118, 2005.
13. G. Karvounarakis, T. J. Green, Z. G. Ives, and V. Tannen. Collaborative data sharing via update exchange and provenance. ACM Trans. Database Syst., 38(3):19:1–
19:42, 2013.
14. A. M. Keller. Choosing a view update translator by dialog at view definition time.
In VLDB, pages 467–474, 1986.
15. H. Ko and Z. Hu. An axiomatic basis for bidirectional programming. PACMPL,
2(POPL):41:1–41:29, 2018.
16. J. A. Larson and A. P. Sheth. Updating relational views using knowledge at view
definition and view update time. Information Systems, 16(2):145–168, 1991.
17. D. Liu, Z. Hu, M. Takeichi, K. Kakehi, and H. Wang. A java library for bidirectional
xml transformation. JSSST Computer Software, 24(2):164–177, 2007.

Bidirectional Collaborative Data Sharing

27

18. Y. Masunaga. A relational database view update translation mechanism. In VLDB,
pages 309–320, 1984.
19. L. Meertens. Designing constraint maintainers for user interaction, 1998. Available
at: ftp://ftp.kestrel.edu/ pub/papers/meertens/dcm.ps.
20. S.-C. Mu, Z. Hu, and M. Takeichi. An algebraic approach to bi-directional updating. In The Second Asian Symposium on Programming Language and Systems,
2004.
21. S.-C. Mu, Z. Hu, and M. Takeichi. An injective language for reversible computation. In Seventh International Conference on Mathematics of Program Construction (LNCS 3125), 2004.
22. K. Nakano, Z. Hu, and M. Takeichi. Consistent web site updating based on bidirectional transformation. In 10th IEEE International Symposium on Web Site
Evolution WSE2008, 2008.
23. A. Ohori and K. Tajima. A polymorphic calculus for views and object sharing. In
Proceedings of the 13th ACM SIGACT-SIGMOD-SIGART Symposium on Principles of Database Systems, 1994.
24. B. C. Pierce, A. Schmitt, and M. B. Greenwald. Bringing harmony to optimism: an
experiment in synchronizing heterogeneous tree-structured data. Technical Report
MS-CIS-03-42, University of Pennsylvania, 2004.
25. M. Takeichi. Configuring bidirectional programs with functions. In Draft Proceedings of the 21st International Symposium on Implementation and Application of
Functional Languages, pages 224–239, 2009.
26. M. Takeichi, Z. Hu, K. Kakehi, Y. Hayashi, S.-C. Mu, and K. Nakano.
TreeCalc:towards programmable structured documents. In The 20th Conference
of Japan Society for Software Science and Technology, 2003.
27. V.-D. Tran, H. Kato, and Z. Hu. Programmable view update strategies on relations.
PVLDB, 13(5):726–739, 2020.

